'''
I have attached the code for getting the adjacency matrix for MLP. I am mainly facing a problem in setting the threshold thre, since the number of connections after applying the threshold are too less.

The MLP model code:

import torch
import torch.nn as nn
import torch.nn.functional as F

class MLP(nn.Module):
  def __init__(self):
    super(MLP, self).__init__()
    self.fc1 = nn.Linear(3072,128)
    self.fc2 = nn.Linear(128,64)
    self.fc3 = nn.Linear(64,10)
    self.bn1 = nn.BatchNorm1d(128,track_running_stats=True)
    self.bn2 = nn.BatchNorm1d(64,track_running_stats=True)

  def forward(self,x):
    x = x.view(x.shape[0], -1)
    x = F.relu(self.bn1(self.fc1(x)))
    x = F.relu(self.bn2(self.fc2(x)))
    x = self.fc3(x)
    return F.log_softmax(x)
'''
The objective is to treat the MLP as a graph and number all the nodes. Next, once can form an adjacency matrix from the graph (here, the MLP) which would have the dimensions 3074x3074.
Heat Map of the adjcaency matrix (on MNIST - 784 + 128 + 64 + 10  = 986 nodes total):
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In the figure, the dark portion is all the 0s and the white portion is 1.
The total number of 1s are the total number of connections in the graph which is:

 (784x128 + 128x64 + 64x10) x 2 = 218368

Since I have made the graph symmetrical (for spectral analysis, not relevant here), I have multiplied the whole product by 2.

After Pruning, logically the number of ones must reduce. Which means – assuming:
1. I have not pruned anything yet (want to maintain the shape of the graph) - and
1. args.percent = 0.5, the new number of ones in the graph will be:

(784 x 128 + (128/2) x 64 + (64/2) x 10) x 2 = 209536

Since half the number of nodes in the 1st and 2nd hidden layers are now zero (not yet pruned though, just wanna keep them zero)


'''

import argparse
import numpy as np
import os

import torch
import torch.nn as nn
from torch.autograd import Variable
from torchvision import datasets, transforms

from models import *


# Prune settings
parser = argparse.ArgumentParser(description='PyTorch Slimming CIFAR prune')
parser.add_argument('--arch', default='MLP', type=str,
                    help='architecture to use')
parser.add_argument('--dataset', type=str, default='cifar10',
                    help='training dataset (default: cifar10)')
parser.add_argument('--no-cuda', action='store_true', default=False,
                    help='disables CUDA training')
parser.add_argument('--percent', type=float, default=0.5,
                    help='scale sparse rate (default: 0.5)')
parser.add_argument('--model', default='', type=str, metavar='PATH',
                    help='path to the model (default: none)')
#parser.add_argument('--save', default='', type=str, metavar='PATH',
#                    help='path to save pruned model (default: none)')
parser.add_argument('--resume', default='', type=str, metavar='PATH',
                                        help='path to latest checkpoint (default: none)')
device = torch.device("cuda" if torch.cuda.is_available() else "cpu")
args = parser.parse_args()
args.cuda = not args.no_cuda and torch.cuda.is_available()

#if not os.path.exists(args.save):
#    os.makedirs(args.save)

model = MLP()
    

if args.model:
    if os.path.isfile(args.model):
        print("=> loading checkpoint '{}'".format(args.model))
        checkpoint = torch.load(args.model)
        args.start_epoch = checkpoint['epoch']
        best_prec1 = checkpoint['best_prec1']
        model.load_state_dict(checkpoint['state_dict'])
        print("=> loaded checkpoint '{}' (epoch {}) Prec1: {:f}"
              .format(args.model, checkpoint['epoch'], best_prec1))
    else:
        print("=> no checkpoint found at '{}'".format(args.resume))

print(model)

************************************************************************************
##Setting the threshold
total = 0
for m in model.modules():
    if isinstance(m, nn.BatchNorm2d) or isinstance(m,nn.BatchNorm1d):
        total += m.weight.data.shape[0]

bn = torch.zeros(total)
index = 0
for m in model.modules():
    if isinstance(m, nn.BatchNorm2d) or isinstance(m,nn.BatchNorm1d):
        size = m.weight.data.shape[0]
        bn[index:(index+size)] = m.weight.data.abs().clone()
        index += size
#Threshold
y, i = torch.sort(bn)
thre_index = int(total * args.percent)
thre = y[thre_index]
thre = thre.float()

************************************************************************************
#Forming the shape of the adjacency matrix which is 3274x3274, since the total number of nodes are 3274. The adjacency matrix is basically the matrix of connections between each node in MLP.

for name,child in model.named_children():
  dim = child.weight.shape[1]
  break
for name,child in model.named_children():
  if isinstance(child,nn.BatchNorm1d) or isinstance(child,nn.BatchNorm2d) or isinstance(child,nn.MaxPool2d):
    continue
  dim += child.bias.shape[0]
adj_matrix = np.zeros((dim,dim))
print(f'The shape of the matrix is {adj_matrix.shape}')
k = 0
kk = 0
for name,child in model.named_children():
  if len(child.weight.shape) == 2: #Changed (Checking that a layer is not ndim = 1, Flatten() or softmaxed or result of an activation)
    k += child.weight.shape[1] #Changed
    if isinstance(child,nn.BatchNorm1d) or isinstance(child,nn.BatchNorm2d) or isinstance(child,nn.MaxPool2d):
      continue
    mask = child.weight.data.abs().clone()
    mask = mask.gt(thre).float().cuda()
    for i in range(child.weight.shape[0]):
      for j in range(child.weight.shape[1]):
       ##Take mirror image later
        adj_matrix[k+i][kk+j] = mask[i][j] #Changed
    kk += child.weight.shape[1] #Changed


##Making Symmetrical

#   for i in range(adj_matrix.shape[0]):          
#     for j in range(adj_matrix.shape[1]):
low_tri_ind = np.tril_indices(dim, 0) #Get the indices of the lower triangle of the matrix using Numpy
adj_matrix.T[low_tri_ind] = adj_matrix[low_tri_ind]
assert np.allclose(adj_matrix, adj_matrix.T) #Ensure matrix is symmetrical


print(adj_matrix) #Changed
print()

##Getting the mask - Binary Adjacency Matrix

ctr = 0

torch.save(adj_matrix,'mask_MLP.pt')

for i in range(adj_matrix.shape[0]):          
  for j in range(adj_matrix.shape[1]):
    if adj_matrix[i][j] not in [0, 1]:  # Raise Error if adj_matrix entries are something other than 0 and 1
      raise ValueError('Mask entries must be 0 or 1')
    if adj_matrix[i][j] == 1:
      ctr += 1

print(f'The shape of the mask is {adj_matrix.shape}')
print(f'Ones in the mask:{ctr}')
'''
for i in range(mask.shape[0]):          
  for j in range(mask.shape[1]):
    print(mask[i][j])
'''
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