Example code:
Moe_layer:
[image: ]
Input:
[image: ]
Weight:
[image: ]
Crit:
[image: ]
Y (y = fast_encode(x.to(logits_dtype), crit, self.is_postscore).to(x.dtype))
[image: ]

My model
Same Moe_layer:
[image: ]
Same Input:
[image: ]
Same Weight:
[image: ]
Same Crit:
[image: ]
Different Y (y = fast_encode(x.to(logits_dtype), crit, self.is_postscore).to(x.dtype))
[image: ]
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fc2 = (MOELayer} MOELayer(\n Top-K(s) = ['k=
& T_destination

, noise=1.0], Total-Experts =

TypeVar} ~T_destination

89 a2a_ffn_overlap_degree = {int} 1
39 adaptive_degree = {int} 1

3% auto_parallel = {bool} False

89 batch_prioritized_routing = {bool} False
& dispatch_count = (Tensor: (1,)} tensor([262144], device='cuda:0, dtype=torch.int32)

39 dump_patches = (bool) False

8 T_destination = {TypeVar} ~T_destination

8 batched_fc1_w = {Parame!

(1, 32,128)} Parameter containing:\ntensor([[[-0.0280, -0.0260, -0.0158,

8 experts = {FusedExpertshetwork} FusedExpertsNetwork(model_dim=128, hidden_size=32, local_experts=1. has_fc1_bias=True.)
>

0.0859, 0.0181, -0.0780],\n

[managed by 1device(s)],\n (experts): FusedExpertsNetwork(model_dim=1... View

batched_fc1_bias = {(Parameter: (1, 32)} Parameter containing:\ntensor([[ 0.0025, -0.6742, 0.3066, -0.0979, 0.2341,-0.0392, 0.0699, 0.1555,\n ... View
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crit = {tuple: 61 (1, [tensor([0, 0, O, ..., 0, 0, 0], device="cuda:0', dtype=torch.int32)], [tensor([ O, 1, 2,
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> i3 = {list: 1} [tensor([1., 1.,1,,1.], device="cuda:0]
39 4 = (int} 22528

> 8 5={Tensor (1)} tensor([22528], device="cuda:0', dtype=torch.int32)
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000

tensor([[[ 7.0608e-01, 1.8864e-01, 1.9228e-01, ..., 2.1465e-01,\n

2.1465e-01, 2.1465e-01],\n

[2.1465e-01, 2.1465e-(... \




image1.tmp
noe_layer = tutel_moe.moe_layer(
QQEQREXEEZ{'tYPE'i 'top', 'k': 1, 'capacity_factor': 0, 'gate_noise': 1.0},
experts={'type': 'ffn',
‘count_per_node': 1,
'hidden_size_per_expert': 32,
'output_dim': 32,
# 'activation_fn': lambda x: self._dropout(F.relu(x))
‘activation_fn': lambda x: x
i
model_dim=x.shape[-1],

scan_expert_func=lambda name, param: setattr(param, 'skip_allreduce', True),
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000

tensor([[[ 7.0607e-01, -3.6026e-02, -1.0965e-02, ..., 4.4295e-01,\n

2.6779e-01, -1.6586e-01],\n

[1.8864e-01, -1.01%... View
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moe_layer = (MOELayer} MOELayer(\n Top-K(s) = ['k=1, noise=1.0"], Total-Experts = 1 [managed by 1 device(s)]\n (experts): FusedExpertsNetwork(model_dil... View
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TypeVar ~T_destination
89 a2a_ffn_overlap_degree = {int} 1
39 adaptive_degree = (int} 1

32 auto_parallel
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43 batch_prioritized_routing = {bool} False

2% dump_patches = {bool} False
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& experts = {FusedE 1k} FusedExpertsNetwork(model_dim=128, hidden_size=32, local_experts=1. has_fc1_bias=True.)
>

T_destination = {TypeVar} ~T_destination
batched_fc1_bias = (Parameter: (1, 32)} Parameter containing:\ntensor([[ 0.0025, -0.6742, 0.3068, -0.0979, 0.2341,-0.0392, 0.0699, 0.1555,\n Q... View

batched_fcl_w = (Parameter: (1, 32, 128)} Parameter containing:\ntensor([[[-0.0280, -0.0260, -0.0158, ..., -0.0859, 0.0181,-0.0780]\n  [-0.0178, -0... View
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image4.tmp
3% 0 = {int}1
> =1 = {list: 1} [tensor([0, 0, O, ..., 0, 0, 0], device='cuda:0', dtype=torch.int32)]
> 1= 2 ={ist: 1} [tensor([ O, 1, 2, ..,22525,22526,22527], device='cuda:0'\n dtype=torch.int32)]
> %= 3 ={ist: 1} [tensor([1., 1., 1., ..., 1., 1., 1.], device='cuda:0', grad_fn=<SumBackward1>)]

3% 4 = {int} 22528

1=}

> = 5={Tensor: (1)} tensor([22528], device="'cuda:0', dtype=torch.int32)

39 _len_={int}6
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tensor([[[ 3.5374e-02, -4.8088e-01, 7.4227e-02, ..., 3.0054e-01,\n

6.5962e-01, 5.6777e-01],\n

[1.3763e-01, -5.4856:... Vie




image6.tmp
if moe_layer:
self.experts_num = 1
self.fc2 = moe.moe_layer(
gate_type={'type': 'top', 'k': 1, 'capacity_factor': 0, 'gate_noise': 1.0},
experts={'type': 'ffn',
'count_per_node': self.experts_num,
'hidden_size_per_expert': out_features,
'output_dim': out_features,
# 'activation_fn': lambda x: self._dropout(F.relu(x))
‘activation_fn': lambda x: x
i
model _dim=hidden_features,
scan_expert_func=lambda name, param: setattr(param, 'skip_allreduce', True),





